Additional Considerations in the Analysis of Variance

An Alternative view

The previous (??) chapter, by ???? addressed the basic questions behind the analysis of variance and presented material that is critical to an understanding of what the analysis of variance is all about. In this chapter I build on that material to discuss important measures of power and effect size, to expand on alternative ways of approaching comparisons among individual group means, to discuss the treatment of missing data, and to consider alternative approaches to the treatment of nonnormal data or heterogeneous variances. The subtitle of this chapter “An alternative view” refers to the fact that I give more than usual focus to individual contrasts and their implications for power and effect size calculations, and less to the omnibus F and associated measures. This idea is certainly not new, but such suggestions in the literature have not always led to changes in practice.

One-way designs

We will begin with an example from a study by Foa, Rothbaum, Riggs, and Murdock (1991). They were interested in evaluating four different types of therapy for rape victims. The Stress Inoculation Therapy (SIT) group (n = 28) received instructions on coping with stress. The Prolonged Exposure (PE) group (n = 20) went over the events in their minds repeatedly. The Supportive Counseling (SC) (n = 22) group was simply taught a general problem-solving technique. Finally, the Waiting List (WL) control group (n = 20)  received no therapy. I have constructed data to have the same means and variances asa the original study, although I have doubled the sample sizes for purposes of this example. 

I will use these data to address a number of issues that are important to a complete analysis of variance. Some of what I say will be in line with traditional thinking, and some will be a bit at odds with traditional approaches. I will, however, stay close to the usual techniques of the analysis of variance instead of going off and suggesting that the analysis of variance is unredeemably flawed and should be replaced with an entirely different approach. In the first place I think that minor modifications to traditional approaches can overcome many of the problems that alternative approaches are designed to address. In the second place, I would have to drag many of my readers kicking and screaming into other unfamiliar approaches when they already have a valuable technique at hand.

Before looking at the data let’s consider some of the questions that we will explore in this analysis. This will lay the groundwork for what follows, and will also be the general approach that we will take with other designs.

Predictions:

In this example we basically have two major treatment groups (SIT and PE) and two different control groups (SC and WL). I would expect that we would see differences between the two treatment groups and the two control groups. Depending on the effectiveness of supportive counseling, we might see a difference between the supportive counseling group and the waiting list group, which received no treatment, though that is certainly not the major focus of the study. It would certainly be of some interest to ask whether Stress Inoculation Therapy is a more or less effective treatment than Prolonged Exposure. Notice that these predictions are each fairly specific. Predicting that “the four groups will differ” follows from the other predictions, but I want to stress that the overall main effect is really not the question at hand, though it is frequently treated that way. To put this differently, if I ran the analysis and told you that not all treatments were equally effective, you would neither be particularly surprised nor would you be satisfied. You would demand more specific answers. This point is more important than it might at first appear, because it will color our discussion of missing data, power, and effect size.

Sample sizes:

Notice that in this experiment we have unequal sample sizes. They are not grossly unequal, but they are unequal. In a one-way design inequality of sample sizes is not a particular problem unless we have heterogeneous variances, but it can become a problem when the variances are also unequal. We will deal with this problem shortly. I should point out here that unequal sample sizes assume a much larger role in our discussion of factorial designs.

Power:

Researchers have recently been asked to pay attention to the power of their experiments. Important work on power for psychologists has been available since Cohen (1969), though it is only fairly recently that psychologists have started to take the issue seriously. For the example we are using, it would be foolish to undertake this study unless we were reasonably confident that the study had sufficient power to find differences between groups if those differences were as large as we expect. We will look briefly at the power of this design assuming that the true differences are similar to the difference we obtained.

Effect size:

Finally, we are going to need to say something about the size of the effect we found. We want to be able to tell our readers whether the differences that we do find are important considerations in choosing a treatment, or if these are minor differences that might be overridden by other considerations.

The overall analysis:

The results obtained by Foa et al. follow, where the dependent variable is based on symptoms of stress. (The data for my example are available at www.uvm.edu/~dhowell/AnovaChapter/FoaDoubled.dat )

	Group
	 n
	Mean
	S.D.

	SIT
	28
	11.07
	3.88

	PE
	20
	15.40
	10.82

	SC
	22
	18.09
	6.96

	WL
	20
	19.50
	6.92


I carried out the following analyses using SPSS ONEWAY, though any standard software will produce similar results. In this situation ONEWAY is more useful than GLM because it allows you to specify the contrast coefficients for subsequent analyses. Although this analysis can be run completely from the menu system, the syntax is shown below for those who want it.

ONEWAY

   symptoms BY group

   /CONTRAST= .5 .5 -.5 -.5   /CONTRAST= 1 -1 0 0

   /STATISTICS DESCRIPTIVES HOMOGENEITY BROWNFORSYTHE WELCH

   /PLOT MEANS

   /MISSING ANALYSIS

   / POSTHOC = GH ALPHA(.05).

The overall analysis follows and we can see that there is a significant difference among the groups. This is what we expected, and it is not particularly meaningful in itself. 
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Unequal variances:

We should note that Levene’s test for heterogeneity of variance, which follows the ANOVA summary table, showed that the variances are not homogeneous, and this should give us some pause. I would be much more concerned if our sample sizes were more
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unequal, but we still need to attend to them. Both Welch (1951) (see Howell, 2006) and Forsythe & Brown (1974) (see Cohen, 2000 or Field, 2004) have proposed tests that can be used in place of the standard omnibus F when the sample sizes and variances are unequal. Of these the Welch test tends to be more conservative and more powerful at the same time (Tomarken & Serlin (1986)). SPSS calculates the results of both tests, and these are shown below. Again there is no question that the differences among the groups are significant. But, again, it isn’t the overall F that is of central concern to us.
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Individual contrasts:

Before discussing questions of power and effect size, it is important to look at individual comparisons among the groups. I say this because generally those contrasts are more in line with our interests than is the omnibus F, and our concerns about effect size and power are more appropriately directed at those contrasts than at the omnibus F..

The traditional approach to testing differences between individual groups relies heavily on standard multiple comparison procedures such as the Tukey or Scheffé tests. These procedures compare each group with every other group, and produce a display indicating which group means are heterogeneous and which are homogeneous. A common textbook characteristic of post hoc tests is that they allow you to make comparisons of means even if they were not planned before the experiment was conducted. (A priori tests are normally restricted to situations where the contrasts were planned.) We sell ourselves short if we routinely assume that we haven’t thought through our analysis when we design a study, and post hoc tests generally extract a heavy penalty in terms of power. However the output from a post hoc test follows to illustrate the approach. In our particular example, which has unequal sample sizes and unequal variances, the most appropriate approach is the Games-Howell procedure (alas, no relationship to me) because it is designed to handle such conditions. The results of this test follow.

From this table we can see that the SIT group is significantly different from the SC and WL groups, but no other groups are different from each other. There are two things about this answer that are not very satisfying. In the first place we see that SIT and PE are not different, but although SIT is different from SC and WL, PE is not. This appears to fly in the fact of common sense because if A is equal to B and A is unequal to C, we expect that B will be unequal to C. The problem is that the structural rules of logic and the probabilistic rules of statistics do not always mesh. The other difficulty with this approach (which is shared by all multiple comparison procedures such as the Tukey and the Scheffé) is that we are asking a number of questions that are not really of interest to us, and doing this detracts from the statistical power to find differences on the things that really do matter. I do care if the major therapies (SIT and PE) are better than the control conditions (SC and WL), and I care if one of the therapies is better than the other, but that is as far as it goes. (You might wonder if SC is better than WL, but that really isn’t a pressing issue.) I want to ask two questions, but the multiple comparison procedures ask six questions (there are six pairwise comparisons). The multiple comparison procedures pay a price for being able to do that, and it is not a price that I am willing to pay.
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If we want to compare the therapy conditions with the control conditions, and the SIT condition with PE, we can do so with a simple set of contrast coefficients. These coefficients (cj ) are shown in the following table
.

	
	SIT
	PE
	SC
	WL

	SIT & PE vs SC & WL
	.5
	.5
	-.5
	-.5

	SIT vs PE
	1
	-1
	0
	0


These coefficients can be applied to the individual group means to produce a t statistic on the relevant contrast. We simply define
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Applying these coefficients to the group means we obtain the set of contrasts shown below for the equal variance case. For the unequal variance case we replace Mserror with more specific error terms and define 



[image: image7.wmf]2

22

jj

j

t

cs

n

y

=

S


This gives us a t statistic based only on the variances of the groups involved in the contrasts. 
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Here you can see that both contrasts are significant if we assume equal variances, but only the contrast between the therapy groups and the control groups is significant if we do not assume equal variances. Because the Levene test was significant, in part because the variance is PE is many times larger than the variance for SIT, I would have to choose the unequal variance test. The equal variance solution would use the common (average) error term (MSerror) for each contrast, and when the variances are unequal that does not make much sense.

Power:
The traditional treatment of power would concern the probability of finding a significant omnibus F if the population means are as we think that they should be. Suppose that on the basis of prior studies Foa et al. hypothesized that the two control groups would present about 20 symptoms of stress, that the SIT group would present about half that number (i.e. 10 symptoms), and the PE group would be somewhere in between (say about 14 symptoms). This is usually about the best we can do. Assume that Foa et al. also think that the standard deviation of the SIT group will be approximately 4 and those of the other groups will be approximately 8. They plan to have approximately 20 subjects in each group. The “what-if” and “approximate” nature of these predictions is quite deliberate, because we rarely have more specific knowledge on which to base comparisons. Using a freely available program called G*Power (available at http://www.psycho.uni-duesseldorf.de/aap/projects/gpower/) we can calculate that the power of this experiment is .997, which is extremely high. But wait, that isn’t directly relevant to my needs. That result tells me that I am almost certain to reject the omnibus null hypothesis, but what I really care about are the two contrasts that I discussed above. And of these two contrasts, the one least likely to be significant is the contrast between SIT and PE. What I really want to know is what power I have to find a significant difference for that contrast. We can answer that question with using G*Power for what amounts to a t test between those two groups. With homogeneity of variance, df for error would be based on MSerror for all four groups and would be 76. However with heterogeneous variances, and 20 subjects per group, the test would have 38 degrees of freedom. To be safe we will assume that we’ll have heterogeneous variances. This yields a power of 0.42, which is not very encouraging. Increasing the sample size will be necessary to have a good chance of rejecting the null hypothesis for that contrast. (To increase the power to .80 would require 50 subjects in each condition.)

To reiterate the point that I am making here, we need to tailor our analysis to the questions we want to answer. There is nothing wrong with having four groups in this experiment—in fact that is what I would do if I were running the study. However when looking at power, or, as we will shortly do, effect sizes, we want to tailor those to the important questions we most want to answer.

Effect size estimates:
As you can guess, I am not particularly interested in an effect size measure that involves all four conditions. I can find one, however, and it is estimated by either 2 or 2, the latter being somewhat less biased. For this experiment we have 
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Whichever measure we use we can say that we are explaining slightly over a quarter of the variation in our data on the basis of treatment differences. Rosenthal (1994) referred to measures such as 2 and 2 as r-family measures because they are essentially squared correlations between the independent and dependent variable.

When we look at effect sizes for specific contrasts, which is what we really want to do, we have better measures than those in the r-family. Rosenthal (1994) referred to these as d-family measures because they focus on the size of the difference between two groups or sets of groups. Measures in the d-family represent the difference between groups (or sets of groups) in terms of standardized units, allowing us to make statements of the form “The means of Groups A and B differ by approximately half a standard deviation.” There are a number of related measures that we could use, and they differ primarily in what we take as the standard deviation by which we standardize the difference in means. If we let cj represent the set of coefficients that we used for individual contrasts, then we can define our measure of effect size (
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The numerator is a simple linear contrast, while the denominator is some unspecified estimate of the within groups standard deviation. 

The preceding formula raises two points. In the first place, the coefficients must form what is sometimes called a “standard set.” This simply means that the absolute values of the coefficients must sum to 2. This is why I earlier used fractional values for the coefficients, rather than simplifying to integers. The resulting F or t for the contrast would be the same whether I used fractional or integer values, but only the standard set would give us a numerical value for the contrast that is the difference between the mean of the first two groups and the mean of the last two groups. This is easily seen when you write 
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The second point raised by our equation for 
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is the choice of the denominator. There are at least three possible estimates. If we could conceive of one of the groups as a control group, we could use its standard deviation as our estimate. Alternatively, we could use the square root of MSerror, which is the square root of the weighted average of the four within-group variances. Finally we could use the square root of the average of the variances in those groups being contrasted. That makes sense when the groups you are contrasting (such as SC and WL, though not others) have homogeneous variances. But in a case such as the contrast of SIT with PE, the variances are 15.03 and 117.09, respectively, and it is hard to justify averaging them. But I have to do something, and there can be no hard and fast rule to tell me what to do. For this contrast I will use the square root of the weighted average of the variances of the two control conditions because those conditions form a logical basis for standardizing the mean difference. In describing the results we should point out that the large variance of the SIT data suggests that stress inoculation therapy may work well for some victims but not for others.)

For the contrast of the treatment groups with the control groups we have 
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and
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Our effect size is 
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, which can be interpreted as indicating that those who receive one of the two major forms of therapy show approximately eight tenths of a standard deviation fewer symptoms compared to those in the control groups.

Two questions arise over the computation of the effect size for the contrast of the Sit and PE groups. That difference was not significant when we controlled for heterogeneous variances, (p = .101). So if we have concluded that we do not have a reliable difference does it make sense to go ahead and report an effect size for it? A solution would be to report an effect size if the difference is “nearly significant,” but to, at the same time, remind the reader of the nonsignificance of the statistical test. The second question concerns the denominator for our effect size. Neither of these groups is a control group, so that approach makes no sense. Moreover the two variances are so different (15.05 and 117.07) that I would be reluctant to just average them. For lack of anything better we could fall back on the square root of MSerror, though that is not a very satisfactory choice either. 

For this contrast we have
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Using the square root of MSerror  produces an effect size measure of 
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, indicating that the participants receiving SIT therapy are a bit over half a standard deviation lower on symptoms than the PE participants. But we need to keep two things in mind. First, the contrast was not significant and second, the variances are very heterogeneous. This suggests to me that we might want to conduct another study looking more closely at those two treatments, perhaps dropping the control conditions. The present data might suggest that SIT is useful for some victims but not for others, and an effect size comparison of its mean with the mean of PE may not be relevant.

Nonnormal data:

It is well known that the traditional analysis of variance assumes that the data within each condition are normally distributed in the population. We often say that the analysis of variance is robust to violations of this assumption, although we know that is not always the case. Especially when we have long-tailed distributions, alternative procedures may better approximate the desired level of  and have more power than a standard analysis of variance. (We might have long-tailed distributions for the example used here because it is easy to imagine a few participants who report many more symptoms of stress than others in their group, and a few that, for whatever reason, are reluctant to report any symptoms.) Wilcox and Keselman (see, for example, Keselman, Holland, and Cribbie (2005)) have done considerable work on robust measures and strongly favor the use of trimmed means and Winsorized variances
 in place of the usual least squares estimates of means and variances. It has taken a long time for this approach to take hold, but it slowly seems to be doing so. A different approach to multiple comparison procedures, using bootstrapping and randomization tests, is discussed by Keselman and Wilcox (2006). 

Factorial designs

Almost all issues in the analysis of variance become somewhat more complex when we move from one-way designs to factorial and, later, repeated measures analysis of variance. The previous (?) chapter has covered the basic material on factorial designs and the treatment of interactions. In this section I will expand on that material in ways that are similar to what I said about one-way designs, although some of the issues will be involve different approaches.

I have chosen an example that again involves unequal sample sizes and presents some interesting challenges to interpretation. Much that was said about one-way designs, such as the need to focus on the specific questions of interest and to calculate power and effect sizes accordingly, would apply equally well here. I will not belabor those points in this discussion. Instead the main focus will be on the treatment of unbalanced designs and some interesting questions that arise concerning effect sizes. 

I received the following example from Jo Sullivan-Lyons, who was at the time a research psychologist at the University of Greenwich in London. She was kind enough to share her results with me. In her dissertation, she was concerned primarily with how men and women differ in their reports of depression on the HADS (Hospital Anxiety and Depression Scale), and whether this difference depends on ethnicity. So we have two independent variables--Gender (Male/Female) and Ethnicity (White/Black/Other), and one dependent variable—the HADS score. 

I have created data that reflect the cell means and standard deviations that Sullivan-Lyons obtained, and these are available at JSLdep.sav .The cell means and standard deviations are given in the following table. 

[image: image20.wmf]Descriptive Statistics

Dependent Variable: hads

1.4800

6.6000

12.5600

2.4729

1.63000

1.78000

2.74000

3.31211

133

10

9

152

2.7100

6.2600

11.9300

4.7324

1.96000

1.24000

4.11000

4.24192

114

19

28

161

2.0477

6.3772

12.0832

3.6351

1.88886

1.42616

3.79638

3.97697

247

29

37

313

Mean

Std. Deviation

N

Mean

Std. Deviation

N

Mean

Std. Deviation

N

Gender

Male

Female

Total

White

Black

Other

Total

Ethnicity


Unequal sample sizes:

One of the first things to notice from this table is that the cell sizes are very unequal. That is not particularly surprising when dealing with ethnicity, because very often a sample will be heavily biased in favor of one ethnic group over others. What I at first found somewhat reassuring was that the imbalance is similar for males and females.

Dr. Sullivan-Lyons was primarily concerned with a difference due to Gender, and she noted that a t-test on males versus females produced a statistically significant result, with males reporting a mean HADS score which was approximately half of that for females. (Even allowing for heterogeneity of variance, t = –5.268, p < .000). However because ethnicity was also an independent variable, she ran a factorial analysis of variance and found the results shown below.
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Notice the effect due to Gender, which is not even close to statistical significance (p< .826). Her question to me was “what happened?” I think almost anyone would be inclined to ask such a question, and the answer highlights the importance of careful consideration of unbalanced factorial designs.

A standard t-test or a one-way analysis of variance on Gender is heavily influenced the difference in sample sizes. The predominance of White participants means that their mean difference between genders dominates the overall Gender effect. The most common form of a factorial analysis of variance treats the means differently.

Before discussing the alternative models for dealing with unbalanced factorial designs, it would be helpful to go back to a technique that was particularly common before desktop computing was widely available. Notice that the table of means shows that White males report fewer symptoms than White females, but the direction of that difference is reversed for the other two ethnic categories. In what used to be called an “unweighted means solution” we ran our analysis by weighting all means equally instead of allowing dominance by the large cells. By that I mean that the male mean would be 
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Similarly for females:
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Notice that the two unweighted means are almost equal. 

Current practice in the treatment of unequal sample sizes with factorial designs produces results that are very similar to the old practice of comparing unweighted means. So it is not surprising that the analysis of variance gave us a nonsignificant result for Gender. Once we control for Ethnicity and the Gender*Ethnicity interaction there really is no effect due to Gender.

The default for SPSS, SAS, and most other statistical programs is to compute what are called Type III sums of squares. These sums of squares adjust each effect for all other effects. In other words, we look at Gender adjusted for Ethnicity and the Gender*Ethnicity interaction, at Ethnicity adjusted for Gender and the Gender*Ethnicity interaction, and at the Gender*Ethnicity interaction adjusted for Gender and Ethnicity. If you prefer you can replace the phrase “adjusted for” by “controlling for” or “partialing out.” They all mean the same thing in this context.

There are other ways to compute this analysis of variance. We could use Type II sums of squares, which adjust the Gender effect for Ethnicity but not for the interaction (and similarly for Ethnicity), but adjust the interaction for the two main effects. (It is hard to come up with an example where you would want to do this, but you can.) If we used a Type II analysis here, we would find an F for Gender of 14.402, p < .000. Alternatively we could use Type I sums of squares, which applies no adjustment to the first-named main effect, adjusts the second-named main effect for the first, and adjusts the interaction for both main effects. If we ran that analysis, specifying Gender before Ethnicity, and therefore not adjusting Gender for Ethnicity or the interaction, we would obtain an F for Gender of 90.296, which is huge.

You might very well ask why you would chose one of these analyses over the other. If you have a balanced design it doesn’t matter—all approaches produce identical results. The Type I analysis is not an analysis that we would usually use, but it does bear a strong relation to what you might do in a study where the main analysis was multiple regression instead of the analysis of variance. There you might wish to look at the relationship between the dependent variable and one independent variable on its own. Then you might want to look at a second independent variable after controlling for the first independent variable. And so on
. That is exactly what the Type I analysis is doing. Whether you think of it as regression or the analysis of variance, you are saying “I want to know whether men report fewer symptoms than women. I don’t care if that is because of a main effect of Gender, or because of some complicating relationship with ethnicity, or whatever—just tell me if the men in this study reported fewer symptoms than women.” Then you might add in Ethnicity and ask if there are effects due to Ethnicity once you control for Gender. Then we might add in Age, and so on. To put this in terms that are more common in regression studies than in the analysis of variance, an analysis with Type I sums of squares allows Gender to assume priority over other variables, then let Ethnicity assume priority over variables other than Gender, and so on. 

Type III sums of squares, on the other hand, assume that all variables (main effects and interactions) have equal priority. The analysis controls each independent variable (and the interaction) for all other variables. In regression terms it is equivalent to regressing Symptoms on Gender, Ethnicity, and the Interaction simultaneously. This is the analysis that we usually want because, especially within an analysis of variance framework, we seldom want any variable to assume priority over others. As I’ve said, this approach is generally the default in statistical software.

Dealing with the interaction:
So what was Dr. Sullivan-Lyons to conclude from her data? To answer that we need to look a bit further into the analysis, and there we will see that the interaction of Gender and Ethnicity was significant. That tells us that unless we have strong reasons to the contrary, it would be appropriate to look at the simple effects of Gender at each level of Ethnicity or Ethnicity at each level of Gender. In her study she was not particularly interested in Ethnicity, so it would make most sense for her to look at Gender at each level of Ethnicity. We can best accomplish that by splitting the file by Ethnicity and then comparing Gender at each level of Ethnicity using a one-way analysis. The results are shown below.
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Here you can see that there are gender differences for White participants (F1,245) = 28.991) but not for either of the other two ethnic groups.

You could have computed the Fs somewhat differently, basing each F on MSerror from the overall analysis. That was the approach that textbooks (my own included) once advocated. However with such disparate sample sizes, and with such clear differences due to Ethnicity, it would make more sense, and avoid possible problems with heterogeneity of variance, to run separate analyses.

Comparing means on Ethnicity:

It is quite apparent in this study that Whites report far fewer symptoms of depression than do participants from the other two groups. We could follow this difference up using post hoc multiple comparison procedures or we could run simple contrasts. In this case it probably doesn’t matter which we use because there are only three possible pairwise comparisons, resulting in only modest adjustment to the Type I error rate. Using the Tukey or the Ryan-Einot-Gabriel-Welsch-Q test shows that all three groups are different from each other. You might legitimately argue that because there was a significant interaction these tests should be done on the simple effects, but the same results would hold in that analysis. Clearly the degree to which people report symptoms of depression depends on their ethnicity.

Effect sizes:
Now that we have shown that there are differences between Gender (for White respondents) and differences due to Ethnicity (either collapsing across Gender or analyzing data for each gender separately), it is important to tell our readers something about the size of these effects.  This is where things get interesting.

When discussing the one-way design we defined our effect size measure as
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We will take our independent variables one at a time. When we look at the effect size for Gender we are faced with two questions. The first concerns how we calculate the numerator. In our analysis the only real Gender effect was for White participants, who were by far the most numerous ethnic group, and it would seem most reasonable to calculate the numerator only using the data from Whites. We would have c1 = 1 and c2 = -1, and the numerator is simply the difference between the means of White males and White females. So  = 1.48 – 2.71 = -1.23. For the denominator we would most likely use the square root of MSerror, but which MSerror? We could use the one from the overall factorial analysis, but that is based on data that include responses from ethnic groups not represented in the calculation of the numerator. Instead we will take the square root of MSerror from the simple effect of Gender at White, which is 
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We can conclude that the mean number of symptoms reported by White females is about 2/3 of a standard deviation higher than the mean number of symptoms reported by White males. That is a very noticeable difference. (In writing this up I would also report that there are no important differences found for the other ethnic groups, and would not actually calculate effect size measures for them—their differences were so far from statistically significant that the effect sizes would not have any meaning.)

Now let’s look the effect size of Ethnicity.  Although there was a statistically significant interaction, we will not do very much injustice to the effect size by basing it on the main effect. Doing so will allow me to bring up one of the complicating factors in effect sizes with factorial designs. 

Again, the first problem that we have in calculating an effect size is in deciding what we want for numerator. Remember that the numerator is , which is a contrast between two means or sets of means. We don’t ask how all three means differ from each other, but how one mean differs from another mean. If it is important to look at the mean difference between Whites and the other two groups, we will use cj = [1 -.5 -.5]. This gives us
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Kline (2002) has argued that there are several different denominators that we could use in a factorial design, and the choice hinges on the nature of the independent variables. He distinguishes between the factor of interest (in this case Ethnicity) and off-factors (in this case Gender). If the off-factor varies naturally in the population, then its variability should contribute to denominator—the standardizing term. If the off-factor does not vary naturally in the population (which often means that it is a manipulated variables), then it should not contribute to the denominator. Let me phrase that somewhat differently.  In this particular study there is a good deal of variability that is “natural” to the setting. There is random noise (MSerror), there is variability due to differences in Gender, and there is variability due to the Gender*Ethnicity interaction. All of those logically form a background against which to compare the mean difference between Whites and NonWhites. Thus our denominator would not just be the square root of MSerror, but
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If, instead of Gender, our off-factor for this effect had been Treatment (therapy versus control) we would have a different situation. Here our manipulation has introduced differences into the experiment by way of the treatment variable, leading to an artificial increase in variability. In this case it would make sense to remove the Treatment and T*G interaction effects from the denominator by using MSerror from the overall analysis.

Returning to our contrast on White vs. NonWhite with Gender as the off-factor we would have 
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The mean symptom level of Whites is about 3 1/3 standard deviations below the mean of NonWhites. This suggests that Ethnicity plays a major role in depression. (This is a common finding in the literature. See Plant & Sachs-Ericsson (2004). )

Power:

This is not much more that needs to be said about power for factorial designs beyond what was discussed for the one-way design. When we have two factors, such as Gender and Ethnicity, we have two main effects and an interaction. When we calculate the power of such a design, we need to ask “power for what?” There is the level of power to detect a Gender effect, a different level of power to detect an Ethnicity effect, and yet a third level of power for the interaction. I recommend that you determine which effect(s) are most important to you, and calculate power accordingly. This way you can be sure that the effects you care most about have at least a minimally acceptable degree of power. Alternatively, if you think that all effects are important, you should try to maximize power for the smallest of the effects.

Repeated Measures Designs:

There are many different kinds of repeated measures designs, and I certainly can’t cover them all. In this section I want to make some observations about the treatment of missing data, the role of trend analyses, some interesting findings on power by Bradley & Russell (1998), and something about effect sizes.

We will take as an example a modification of a study by Evans, Bullinger, & Hygge (1998). Evans et al. were interested in the effects of noise exposure on the physiological responses of children. It comes down to the public policy issue of whether loud noise from airports is a serious stressor to those who live nearby. The city of Munich had recently built a new airport, and the authors were able to test children before the airport was built, 6 months after it was opened, and 18 months after it was opened. I have extended the study by adding fictitious data for 24 months after it was opened. The authors used the same children at each of the four times, and had a control group of children from the same city who lived outside the noise impact zone. They measured several dependent variables, and the one I have chosen is epinephrine level in these children. This is a variable that would be expected to increase with increases in stress.

The data can be found at www.uvm.edu/~dhowell/AnovaChapter/AirportModified.dat  and the results follow, where higher scores represent greater stress. It is apparent from these data that children living near the airport show an increase in stress over time, whereas those living away from the airport show little, if any, change.
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The analysis of variance follows, and confirms the previous statement.

	Source
	df
	SS
	MS
	F
	p

	Between subjects

     Groups

     Ss w/in groups

Within subjects

     Time

     T( G

     T ( Ss w/in groups
	199

   1

198

600

3

3

594
	24593942.53

 532987.09

24060955.44

21297021.96

487567.06

393761.30

20415693.60
	532987.09

121519.98

162522.36

131253.76

34369.86
	4.39

4.73

3.82
	.038   

.003

.010

	Total
	799
	45890964.49
	
	
	


Although there is a significant Group effect and a significant effect due to Time, neither of those deserves much attention in this analysis. It is clear that the groups were very similar at baseline, and only differed later in the study, making the overall Group effect ambiguous. Similarly it is clear that stress increased in one group but not in the other. Since main effects are averaged over the levels of the other variable, whether the resulting average is significant or not is unimportant. What is important is the significant interaction, which results from the characteristics just described. 

Comparing means with a trend analysis:

The interaction suggests that we might look closely at the simple effects of Time for each Group, and the ordered spacing of the time intervals suggests that we look at polynomial contrasts on the means. Instead of comparing the means at two different times, as we would with standard contrasts, it makes more sense to try to understand what is happening across the four times taken together. On the basis of past experience we might expect that for the Near group stress levels will increase over time, but that they would probably level off eventually. This would suggest both a linear and a quadratic trend.We would expect no trend in the Away group because there is nothing to cause a change in stress levels. The results of the trend analysis are shown below.

	Location
	Trend
	Sum of Squares
	F
	p

	Near
	  Linear

  Quadratic

  Cubic
	568412.361

114353.424

  86635.725
	8.67

2.95

1.42
	.004

.089

.236

	Away
	  Linear

  Quadratic

  Cubic
	  15080.359

  53102.690

  43743.800
	1.43

3.82

2.66
	.235

.054

.106


As expected there is a linear trend for children near the airport. The expected quadratic trend was not significant (p = .089) suggesting that stress levels have not begun to level off after 24 months—although visual inspection of the data suggests that they may be starting to. What looks like a nearly significant quadratic trend for the Away children probably simply reflects the unexpected bump in scores at Time 2, and there seems no theoreticalreason to make much of this effect.

Effect size:

While it would be theoretically possible to calculate an overall d-family measure of effect size for the linear trend in the Near group, I am not sure what it would mean. What would standardized units in linear trend represent? We could calculate an r-family measure of effect size with polynomials, but it is also difficult to give the reader an intuitive understanding of what that would mean. Perhaps a better way of calculating an effect size is to ignore the two intermediate measures and express the gain (from baseline to 24 months) in terms of the standard deviation at baseline. This would be
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which shows that epinephrine levels have increased four tenths of a standard deviation over a 24 month period. This is a substantial increase.

Missing data:

Missing data are not usually a problem for repeated measures designs in experimental psychology, but they can be a problem in clinical settings. In an experimental study a participant often either has no (or very little) data, in which case they are discarded from the analysis or they have complete data, in which case there is no problem. Occasionally we do have a participant who is missing more or more pieces of data, and it is often feasible to replace those observations by imputation (see Howell, 2006).

In clinical work or longitudinal studies that take place over an extended period, we often see participants drop out and remain missing data from that point onward. This is a particular problem with medical intervention studies. One solution that is sometimes employed, more often in medical research than in the social sciences, is called Last Observation Carried Forward (LOCF). As the name implies, the last observation a participant gave is entered into the empty cells that follow (and the degrees of freedom are adjusted accordingly). In the past the FDA recommended this approach in clinical trials, but we now know that it leads to biased results and underestimates variability across trials. Similar strategies involve replacing missing observations with the participant’s mean over the trials on which data are present, or basing imputed values on trends from past trials. All of these approaches carry with them assumptions about what the data would have looked like if the participant had not dropped out, and none of them is completely satisfactory. Perhaps the best approach to missing data in longitudinal studies involves multiple imputation, and a good reference for work in this area is Little & Rubin (2002). Multiple imputation procedures are now available in SAS, and SPSS version 12.0 offers imputation via regression approaches and the expectation-maximization (EM) algorithm.

Power:
We often think of repeated measures designs as providing improved statistical power by removing subject differences from the analysis. While this is generally true, Bradley has pointed out an anomaly that is worth mentioning. Many people, myself included, might be excused for thinking that if we simply collect more data from each participant we will increase the power of our design. Similarly, it seems intuitively clear that the higher the correlation between trials, the less the random error and the more powerful the analysis. While these conclusions might seem correct, they are in fact wrong in many cases. 

Bradley and Russell (1998) investigated the question of increasing the number of repeated measures and came to some unexpected conclusions. [See also Overall, 1996).] If we think for the moment about a standard factorial design (such as a 2 X 5) with both variables representing between-subject differences, the expected mean squares for the error term is 
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Now suppose that we compare those same two treatments across 5 trials, where trials is a within-subject variable. Then there are two error terms, the first testing between-subjects effects and the second testing within subject effects. The expected mean squares for error are now those shown below, where the subscripts “b” and “w” stand for “between” and “within” subject terms.
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Note that the error term for the within-subject effect will shrink as  increases, giving us greater power to detect a within-subject difference. However the error term for the between effects will be increase as  increases. It will also increase as t, the number of trials, increases. Thus for tests on the between subject effects, power will decrease as we increase the number of trials—all other things equal. If our interest were primarily in our repeated measures variable, there would not be a problem. However the repeated measure, such as trials, is either often not of primary concern or the effects are so strong that power is not a problem. Generally it is the between-subjects measures that we care most about, and there we often do not have power to spare.

This is not to suggest that repeated measures designs are not a good choice—they are often a very good choice. But we need to be judicious in how we set up our studies, and not add additional trials just to be thorough. McClelland (1997) has made similar suggestions dealing with the design of between-subject studies.

 Conclusions:

The analysis of variance is a powerful tool that has served behavioral scientists well over the years. We know how to calculate power for various designs, we have derived effect size measures to provide meaningful interpretation to our results, and we have developed ways to work with missing observations and heterogeneous variances. However most discussions of the analysis of variance focus mostly on the omnibus F test that considers all means simultaneously, or on traditional or innovative multiple comparison procedures that focus on all pairwise comparisons. The purpose of this chapter was to point out that we will do well to focus clearly and directly on those effects that we consider most important. That means that we need to derive our power estimates based on those contrasts, rather than on the omnibus F, that we need to direct our attention to very specific, and hopefully few, contrasts, and that we will do well to present effect size measures that speak to those contrasts.
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� Many readers will be more familiar with using integers rather than fractional values for the coefficients (e.g. 1 1 –1 –1 instead of .5 .5 -.5 -.5). I use fractional values because they fit nicely with the following discussion on effect sizes. The results for significance tests are the same whichever coefficients we use.


� Some readers may be concerned with using different standardizing statistics for these two effect sizes, but there is nothing to require consistency. We are not trying to compare the magnitude of the two effect sizes. Our goal is to do the best we can to inform the reader about the results and their possible meaning. The choice should be made on the basis of what will produce the most meaningful result.


� A h% trimmed mean has h% of the observations at each end of the distribution removed from the data. A Winsorized mean or variance is calculated on data for which we have  replaced the trimmed values with the largest or smallest of the remaining values, adjusting the degrees of freedom for the removed or replaced values.


� This F is not equal to the squared value of t that we computed earlier (5.2682 = 27.75) because, although we have not adjusted the means, variability due to Ethnicity and the Interaction have been partialed from MSerror  This was not the case with our t test.=2


� For example, we could ask how Stress relates to internal factors and then ask what effect external factors have on stress after adjusting for internal factors.


� For this analysis I have split the data by Group. The standard Greenhouse-Geisser or Huyhn-Feldt adjustments for violations of the sphericity assumption (see Howell, 2007) are very effective for the overall analysis, but do not necessarily apply if we use overall error terms for simple effects or contrasts.
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